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>>> whoami

I am a HEP physicist ~recently transitioned to 
Google AI research

● Master thesis on Bottomonium decays @ 
Belle

● PhD @ UZH on WH -> tau tau @ CMS
● Post-doc @ U. Rochester
● CERN Fellow / Staff

● Jet tagging
● Top physics
● B-physics (B-parking effort)

● Google AI focusing on audio
● Ambient and music
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Disclaimer #1

The ML field is HUGE and moving fast

● It is hard (if not impossible) to have a detailed 
view of all the developments

● My views (and this presentation) are 
necessarily biased by my research field and 
lab

From arXiv stats
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https://info.arxiv.org/help/stats/2021_by_area/index.html


A case in point

ICLR 2021 Keynote - "Geometric Deep Learning: The Erlangen Programme of ML" - M Bronstein 4

https://www.youtube.com/watch?v=w6Pw4MOzMuo


AI/ML in an industry research lab

● Some large labelled dataset, but 
generally small and noisy

● Huge unlabelled datasets
● Mapping human 

behaviours/preferences, metrics are a 
guidance, but not necessarily a target

● No synthetic data
● Low-level signals (pixels, 

waveforms/spectrograms, clicks, 
tokens, etc..)

● High compute power

HEP

● Large labelled synthetic datasets
● Well established metrics
● High-precision simulations

● Generally high accuracy is required
● High-level signals
● Low-ish compute power

Disclaimer #2
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Audio signal processing 101 - accelerated and

Images from wikimedia [1], [2]

Vocoder (ML)
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https://commons.wikimedia.org/wiki/File:Waveform_of_Habana_syndrome_sound.png
https://commons.wikimedia.org/wiki/File:Spectrogram-19thC.png


Generative models
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TRANSFORMERS DIFFUSION 
MODELS
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Transformers
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Transformers - Attention is all you need - arxiv:1706.03762
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https://arxiv.org/abs/1706.03762


Transformers types

Encoder - decoderEncoder only

Inputs

Embeddings

Transformer

Inputs

Next token

Transformer

Decoder only

Inputs

Emb.

Prev. tok.

x-att.

Next token
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Long sequences (1) - Local attention: ETC, BigBird
arxiv:2004.08483 arxiv:2007.14062
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https://arxiv.org/abs/2004.08483
https://arxiv.org/abs/2007.14062


Long sequences (2) - Perceiver I/O, Peformer 

arxiv:2107.14795

arxiv:2009.14794
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https://arxiv.org/abs/2107.14795
https://arxiv.org/abs/2009.14794


LMs, why so successful? - Training on unsupervised data
arxiv:1810.04805 GPT-2 [paper] [graphic]
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https://arxiv.org/abs/1810.04805
https://d4mucfpksywv.cloudfront.net/better-language-models/language_models_are_unsupervised_multitask_learners.pdf
https://paperswithcode.com/model/gpt2-based-next-token-language-model


Emerging abilities
● Zero-shot learning
● Summarization
● Translation
● Mathematical abilities
● Chain of tough
● …

PaLM arxiv:2204.02311
GPT-3 arxiv:2005.14165
Chinchilla arxiv:2203.15556
LaMDA arxiv:2201.08239

LMs got bigger: LLMs

“We trained PaLM-540B on 6144 TPU v4 chips for 1200 hours…”
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https://arxiv.org/abs/2204.02311
https://arxiv.org/abs/2005.14165
https://arxiv.org/abs/2203.15556
https://arxiv.org/abs/2201.08239


LLMs scaling rules

arxiv:2203.15556
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https://arxiv.org/abs/2203.15556


Transformers outside languages: Vision Transformers

arxiv:2010.11929
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https://arxiv.org/abs/2010.11929


Transformers outside languages: AudioLM / MusicLM
arxiv:2209.03143
google-research.github.io/seanet/audiolm/examples/

arxiv:2301.11325
google-research.github.io/seanet/musiclm/examples/
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https://arxiv.org/abs/2209.03143
https://google-research.github.io/seanet/audiolm/examples/
https://arxiv.org/abs/2301.11325
https://google-research.github.io/seanet/musiclm/examples/


Diffusion models
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Diffusion models basics
arxiv:2006.11239

Model

Gaussian noise
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https://arxiv.org/abs/2006.11239


Diffusion models basics
arxiv:2006.11239

Model

Gaussian noise

, y)
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https://arxiv.org/abs/2006.11239


Diffusion models basics

arxiv:2105.05233

, y)

Classifier:

Classifier guidance:

23

https://arxiv.org/abs/2105.05233


Diffusion models basics

arxiv:2105.05233

, y)

Classifier:

Classifier guidance:

Classifier-free guidance:

arxiv:2207.12598
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https://arxiv.org/abs/2105.05233
https://arxiv.org/abs/2207.12598


Diffusion models basics

arxiv:2105.05233

, y)

Classifier:

Classifier guidance:

Classifier-free guidance:

arxiv:2207.12598

Negative prompt:
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https://arxiv.org/abs/2105.05233
https://arxiv.org/abs/2207.12598
https://github.com/AUTOMATIC1111/stable-diffusion-webui/wiki/Negative-prompt


Dall-e 2
arxiv:2204.06125ViT

Transformer

Diffusion
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https://arxiv.org/abs/2204.06125


Stable diffusion

arxiv:2112.10752
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https://arxiv.org/abs/2112.10752


Music diffusion - Riffusion and Noise2Music

arxiv:2302.03917
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https://www.riffusion.com/about
https://google-research.github.io/noise2music/
https://arxiv.org/abs/2302.03917


A hybrid approach - MaskGit/Muse
arxiv:2301.00704
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https://arxiv.org/abs/2301.00704


A hybrid approach - MaskGit/Muse

arxiv:2301.00704
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https://arxiv.org/abs/2301.00704


Conclusions

31


